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The GroupLens research lab introduced Item-Based collaborative filtering [3] as an
approach for providing personalised recommendations superior to User-based collab-
orative filtering. User-based collaborative filtering [5] gives personalised recommenda-
tions by finding similiar users. Item-Based collaborative filtering recommends similiar
items. Both approaches have been compared [3]. However, the applied testing proce-
dure did not employ equal conditions for both approaches. The aim of this report is to
give an evaluation on both approaches by employing a fair testing procedure on data
provided by Netflix [2]. Test results and their dependency to the employed algorithms
are interpreted.

1 Overview

Collaborative filters have the task of recommending items to users. Whilst users rate
items, the correlations between different user’s ratings and ratings on items can be
used to compute a predicted rating that a specific user would give on an item he didn’t
rate yet. For example, a movie shop would offer on its website the possibility for users to
rate movies and could then offer the user those movies who have the highest predicted
rating for him. The n items with the highest predicted rating for a specific user is called
Top-N recommendation.

Badrul Sarwar and his research group introduced and evaluated an Item-Based
approach for collaborative filtering [3]. Item-based collaborative filters compute the
similarity of them items to each other. To predict a rating, the average rating is calcu-
lated of the items that are most similar to the item in question and that have been rated
by the user before. The more traditional User-based collaborative filters compute the
similarities between users to find the most similar users and predicat a rating based on
how this similar users rated the item.

Sarwar also evaluated similarity measures. They play a crucial role within their
approach. However while comparing their Item-Based approach to the User-based
approach, the Item-Based approach used a similarity measure which gained a higher
score (adjusted cosine) than the similarity measure used by their User-based imple-
mentation (Pearson correlation). The experiment is repeated in this paper, paying
special attention on equal conditions for both approaches and under usage of pub-
licly available data [2]. Additionally, the number of ratings a user has to give in order for
the system to provide recommendations differs greatly between both approaches.
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2 Recommendation calculation

Recommendations are calculated by first computing the similarities between items
(Item-Item) or users (User-User). Ratings related to the most similar objects will then
be considered to compute the predicted rating. Ratings are given forehand in a ratings
matrix R = (vn,m), that contains ratings vi,j of users on items.

Similarity measures compute the similarity between two ”rows” or ”columns” of
data from the ratings matrix. Of this two rows or columns could also be thought of as
two vectors.

2.1 Cosine similarity

For computing cosine similarity sim : Rn×Rn → R between to vectors v1 = (v11, v1..., v1n)
and v2 = (v21, v2..., v2n) with v1, v2 ∈ Rn the following formula is applied.

simcos(v1, v2) = cos(v1, v2) =
vi · vj

||vi|| ∗ ||vj||

2.2 Pearson correlation similarity

Pearson correlation can be used to compute the correlation of two vectors. It ranges
from -1 to 1. A value tending towards 1 indicates that the values from both vectors
tend to be similiar. A value tending to -1 indicates opposite values in the vectors. A
correlation around zero means that the vector values are seemingly independent from
each other. So this measure can be applied to calculate correlation between users (Do
two user tend to rate items similiarly?) or between items (Do two items tend to be rated
similarly?).

In that case, having given a matrix R ∈ Rn×m of n user’s ratings on m items, the
correlation can be computed between vi and vj.

To calculate similarity between items, vi and vj are the vectors containing the
ratings given on items i and j, so that they are the rows v∗j ∈ Rn and v∗i ∈ Rn of R.
They contain every user’s rating on items i and j. Dimension dim of the vector space
of vi and vj is the number of users n. Let v̄k be the average rating on item k.

To calculate similarity between users, vi and vj are the vectors containing the
ratings the users i and j gave on any item, so that they are the columns vj∗ ∈ Rm and
vi∗ ∈ Rm of R. They contain any rating of the users i and j. Dimension dim of the
vector space of vi and vj is the number of items m. Let v̄k be the average rating of user
k.

Note that vi and vj might contain a lot of NULL-values, meaning that no rating have
been given yet. So only components k ∈ N of vi and vj are regarded, where vi,k 6=
NULL ∧ vj,k 6= NULL.
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2 RECOMMENDATION CALCULATION

simpc(i, j) =

dim∑
n=1

(vi,n − v̄i)(vj,n − v̄j)√
dim∑
n=1

(vi,n − v̄i)2

√
dim∑
n=1

(vj,n − v̄j)2

2.3 Adjusted cosine similarity

Adjusted cosine is similiarly computed to the pearson correlation. Definitions for vi, vj

and dim are the same. The only difference concerns the average value: regarding a
rating value vi,n, if vi is a column of R, then o(n) is the nth row of R. If vi is a row
of R then o(n) is the nth column of R. This means, that if similarity between items is
computed, vi and vj are rows of R. Lets o(n) be the average of o(n). Then o(n) is the
average rating of the user n. And if user similarity is computed, o(n) is the average of
all ratings on the nth item.

simadj(i, j) =

dim∑
n=1

(vi,n − o(n))(vj,n − o(n))√
dim∑
n=1

(vi,n − o(n))2

√
dim∑
n=1

(vj,n − o(n))2

2.4 Adjusted cosine vs. Pearson correlation

Figure 1 shows the evaluation results from Sarwar [3] regarding different similarity mea-
sures. The error is measured as MAE (mean absolute error). Note that the similarity
measures have only been evaluted for the item-based approach.

Figure 1: Impact of the similarity computation measure on item-based collaborative
filtering algorithm (from [3]).
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Pearson Correlation and Adjusted Cosine are very similiar calculated but result in
very different absolute errors. Figures 2 (User-User) and 3 (Item-Item) show which
values are used in adjusted cosine computation. Computing pearson correlation works
the same, but using Figure 2 for Item-Item similarity and Figure 3 for User-User simi-
larity.

Figure 2: An example table containing ratings and items average ratings, as used for
Adjusted Cosine measure regarding User-User similarity.

Figure 3: An example table containing ratings and users average ratings, as used for
Adjusted Cosine measure regarding Item-Item similarity.

Technically this means that data from every row is scaled to the values of its col-
umn, and vice versa. Semantically, the difference in the data means that regarding
adjusted cosine calculation for User-User similarity, the average overall rating of the
item (popularity) is taken into account. But for Item-Item similarity, the average user’s
rating (his general attitude) is considered.

In contrast to this, Pearson correlation scales the values of a vector to the average
of the vector. So regarding a row, the row average and not the column average is taken
into account (vi,n − v̄i ).

2.5 Prediction computation

Prediction computation will compute a predicted rating for a user u on a specific item i
regarding the ratings of the user and the similarities computed. The algorithm employed
for computing the prediction is weighted sum (aka weighted average) calculation.

2.5.1 User-based prediction

For the User-based approach, prediction computation looks like this [4]: Su is the set
of most similiar users. It contains only users, that rated on item i.

3-4 Information Retrieval - Winter term 2008 - Hasso-Plattner-Institut Potsdam



3 DATA DESCRIPTION: THE NETFLIX PRIZE

P (u, i) =

∑
s∈Su

(sim(s, u) ∗ vs,i)∑
s∈Si

|sim(s, u)|

It is being calculated, how similiar users rate the item in the average, taking their weight
(similarity to the current user) into account.

2.5.2 Item-Based prediction

Regarding the Item-based approach, there is a set of the items most similiar to item i:
Si ⊆ I containing items the user already has rated:

P (u, i) =

∑
s∈Si

(sim(s, i) ∗ vu,s)∑
s∈Si

|sim(s, i)|

It is being calculated, how similiar items have been rated by the user, taking their
similarity to the specified item into account. The effect of limiting the size of Si (the
neighbourhood size) has been measured in [3]. A size of 60 proved best for all tested
approaches (User-based as well as Item-based Approach), with a greater neighbour-
hood size having almost no effect on the MAE.

3 Data description: the Netflix Prize

Netflix is an US american company providing movie rental and video on demand. They
have a strong interest in an effective video recommendation system. Netflix invites
everyone to take part in the Netflix Prize, a competition that seeks to outperform their
current recommendation algorithm. Vast datasets for training and probing are provided
(See Table 1), under a license that also allows academic usage. By the end of the
Netflix Prize in 2011, their entire dataset will be deposited in the Machine Learning
Archive at UC Irvine. So the data is currently and will be in the future available to the
public, although it is of commercial origin.

There is a probing dataset included, containing user ratings that are not contained
within the training data so that predicted rating can be compared to these acutal user
ratings. An error measure can be computed, Netflix proposes the Root Squared Mean
Error (RSME) [1] given by the following formula, that defines the RSME of a vector of
predicted ratings p and a vector of desired values (actual user ratings) d, while |p| =
N = |d|:

RSME(p, d) =

√√√√ ∑
i≤N

(pi − di)2

N

The recommendation algorithm employed by Netflix is called Netflix Cinematch and
reaches a prediction quality of an RSME of 0,9474 on the probing data, as they state
on their website [2].
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Dataset size description
movie titles 565 KByte maps movie identifiers to 17,770 movie titles
probe data 10 MByte contains movie and user identifiers
training set 1.92 GB contains 100 million user ratings from 480186 users

Table 1: Netflix Datasources

The test set (probing data) contains movie and user identifiers, which are a subset
of the training set. All this movies have been rated by the specified users. In order to
compare collaborative filtering recommender algorithms, both algorithms would predict
ratings for all items in the probe set and compare their errors resulting from the actual
ratings given in the training set. The training set contains 100,367,018 ratings from
480,186 users (averagely 209 ratings per user). Thus, the data sparsity level [3] of the
Netflix training data is 0,9882. So the Netflix data is slightly more sparse than the data
used by Sarwar (sparsity level of 0.9369).

4 Experiments

The experiments consisted in generating predicted ratings with the Item-based ap-
proach and the User-based approach. The requested predicted ratings were taken
from the Netflix probing dataset (test data). The training data contains the actual rat-
ings. The predicted ratings had been compared to the actual ratings in order to cal-
culate the RSME. By using the same test data for all approaches, the resulting error
values are comparable to those of the Netflix CineMatch algorithm.

4.1 Implementation

Computation of the similarity matrices is in O(n2), with n being the number of objects
of that the mutual similarity has to be calculated. In the case of User-User similarity,
n would be 480,186. In the case of Item-Item similarity, n is 17,770. It is not feasable
to compute the complete matrices on todays students equipment 1 within an adequate
amount of time. Thats why the size of the similarity matrices has been limited to 500
randomly chosen items or 500 randomly chosen users, respectively. The size of the
similarity matrix had to be limited in order to perform its calculation. Calculating sim-
ilarities between items depends only on all user ratings on this two items, for users it
depends only on their ratings on all mutually voted items. So taking into account only
a subset of items for computing items similarity / a subset of users for computing user
similarity has no effect on the similarity values themselves. The average values that
are needed for similarity calculation are obtained from all items/all users. So the lim-
ited matrix values are a subset of those from the complete matrix. The neighbourhood
derived from an incomplete matrix has less quality than if it was derived from a com-
plete similarity matrix. The best - that means the most similar - items might be missing

1Intel Centrino Duo 1.6 GHz; 1,024 MByte RAM
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4 EXPERIMENTS

from the similarity matrix. It also has an impact on the number of predictions that can
be made. Due to the larger number of users and the smaller number of items, a lot
more prediction can be done using the Item-based approach, because it is more likely,
that the item in question is in the similarity matrix. As predicition calculation is quick
compared to similarity computation, the neighbourhood size had not been limited.

The Netflix training data is provided as one textfile per movie, containing the movie
ratings in the following format:

MovieId:

UserId1:Rating:Date

UserId2:Rating:Date

...

In order to quickly retrieve users average ratings, the training set had to be copied to
the following format: One file per user contains all his ratings.

UserId:

MovieId1:Rating:Date

MovieId2:Rating:Date

...

This doubles the disk space requirements for the training set. The source code of the
implementation can be downloaded2.

4.2 Results

The results are shown in Table 2. The User-based approach has a minor error value,
but could predict less ratings.

approach similarity matrix size number of predictions RSME
User-based 500 1,532 1,092
Item-based 500 71,589 1,209
Item-based 183 5,276 1,2416
Netflix CineMatch 0,9474

Table 2: Error value of different approaches (RSME)

4.3 Evaluation

Considering that the Netflix data is even more sparse than the data used by Sarwar, the
statement that the Item-based approach would outperform the User-based approach
on sparse data does not hold. However, the Item-based approach is able to produce
more prediction results when the number of users is greater than the number of items.
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Figure 4: Comparison of prediction quality of Item-Item and User-User collaborative
filtering algorithms from Sarwar.

Figure 4 shows Sarwar’s results. They clearly indicate that the User-based ap-
proach that uses Pearson similarity computation is outperformed by the Item-based
approach, that is driven by the adjusted cosine similarity measure.

The prediction quality difference between this experiment and the experiments of
Sarwar is likely to be caused by having employed adjusted cosine as the similarity
measure for the User-based approach. Also, the data volume used by this experiment
had been larger than the data volume used by Sarwar.

Sarwar additionally proposes limiting the model size. This means limiting the Item-
Item similarity matrix in one dimension, so that each item only has stored its similar-
ities to a limited number of items. He proposes this in order to save disk space 3.
Nethertheless, the complexity in time is a much bigger problem nowadays. The com-
putation of the complete similarity matrix would estimatedly have taken 96 hours for
each approach.

The differences in quality clearly seem to be caused by the different similarity mea-
sures. Whether the objects in the similarity matrix are Items or Users is less important.
Nethertheless, experiments should be repeated with complete similarity matrices. That
way, both approaches should be able to predict ratings for every requested rating from
the test set. Unfortunately, having Items and Users chosen randomly can have lead
to unfair conditions too. Nethertheless, the amount of 1,532 predicted ratings by the
User-based approach can be considered an amount big enough to draw the conclusion
that the usage of the adjusted cosine similarity measure has been the driver beyond
higher prediction quality.

2http://www.lebensland.de/download/NetflixRecommender.rar
3Limiting the model size would reduce space complexity from quadratic to linear.
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5 Outlook

The following ideas could improve collaborative filtering.

Directed prediction computation: The assumption that similar users would rate items
similarly should also hold as: Different users rate items differently. Weighted sum
prediction does not take the latter mentioned into account.

Mainstream indicator: The average rating on an item indicates how popular the items
is. The average rating of a user indicates whether he is positive or negative
minded. The correlation between average rating of an item and rating of a spe-
cific user u indicates his attitude towards popular items. This is the mainstream
indicator mu of the user u. This indicator could be used to recommended main-
stream items (high average rating) to user affine to mainstream.

Error measures: The error measures that are generally used to evaluate the predic-
tion quality (RSME and MAE) only consider absolute errors. There currently are
no definitions for terms describing in what situation the error occured. This could
include terms like sparsity, contradictive ratings or low significance. They would
allow to draw conclusions like item ratings are predicted too positive when they
are computed for a user who seldomly rates items or alike statements, that would
help to identify the specific problems of an collaborative filtering approach.
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